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Abstract

We describe a two-level client-side cache for com-
posite objects mapped as views of a relational database.
A semantic model, the Structural Model, is used to
specify joins on the relational database that are use-
ful for de�ning composite objects. The lower level of
the cache contains the tuples from each relation that
have already been loaded into memory. These tuples
are linked together from relation to relation according
to the joins of the structural model. This level of the
cache is shared among all applications using the data
on this client. The higher level of the cache contains
composed objects of data extracted from the lower level
cache. This level of the cache uses the object schema
of a single application, and the data is copied from the
lower level cache for convenient access by the applica-
tion. This two-level cache is designed as part of the
Penguin system, which supports multiple applications,
each with its own object schema, to share data stored
in a common relational database.

1 Introduction

The client-server architecture is becoming common-
place in modern computing environments that use
high-speed computer network technology with work-
stations. In such environments, caching data on the
client workstations minimizes the cost of accessing
the remote database server. Client-side caching has
been extensively studied for object-oriented DBMSs
(OODBMS). Caching schemas use the notion of object
identi�er (oid) to store, retrieve and maintain cached
objects. An object fault on the workstation causes the
transfer of the requested object from the server to the
client. With a page-server architecture, the objects
residing on the same page are also transferred. Di�er-
ent client-server architectures can be de�ned based on
how database functionalities are partitioned between
the client and the server. Three client-server architec-
tures for OODBMSs are described in [6].
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In contrast to OODBMSs, the interaction between
the client and the server in a relational DBMS is based
on SQL queries. The server is responsible for pro-
cessing SQL blocks and returning the result to the
client. Tuples can be cached in the client main mem-
ory for providing a local response to the same query
frequently given by a user or to another query. Two
important issues are how to cache the query results
and how to access the cached tuples for a local query
processing. These issues are related to the issues of
view and query optimization. Cached data can be
seen as materialized views on which index structures
can be built to retrieve the tuples of the base relations.
The concept of view has been widely used for many
purposes and techniques developed in view mainte-
nance [7, 8, 18, 20] are of interest for several areas
such as integrity constraint maintenance, query pro-
cessing, active database, and cache refresh operations.

In this paper we consider two problems. The �rst
one is how to e�ciently cache nested tuples de�ned
as the result of materialized views over a relational
database, so that the application program or the end-
user can scan the result of a view (i.e., instances of an
object class) and navigate from one view to another.
For example, Figure 1 shows two collections of nested
tuples for the views CourObj and DeptObj de�ned over
a relational database containing data for a university.
The end-user can scan a collection of nested tuples, or
access to an instance of DeptObj from a tuple of the
department in CourObj.

The second problem is how to reuse the cached re-
sults of a collection of views to locally process another
query. If a same query is frequently given by a user,
caching the instances of a view for extended periods
of times obviously avoids the extra cost of re-fetching
data and nesting tuples. Let us consider now the reuse
of tuples across several views. As illustrated in Fig-
ure 1, the instances of CourObj consist of nested tuples
of the relations Course, Student and Department. The
instances of StudObj consist of nested tuples of the
relations Student, Course and Grade. These two col-
lections of nested tuples are composed of overlapping
pieces of data. A set of tuples fetched to materialize a
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Figure 1: Examples of View-Objects.

view can thus be reused to wholly or partially answer
another query.

We propose a two-level client caching architecture
to handle these two issues for applications with het-
erogeneous schemas (C++, Smalltalk) sharing data
stored in a relational database. The upper level of
the cache uses the view-object model. This model has
been proposed in [1] and extended in [16] to de�ne
on top of the relational database an object layer in-
dependent of any programming language. Based on
this model, an application view can be built consist-
ing of view-objects (i.e., an object class) organized in
PART-OF and IS-A graphs. Several important fea-
tures are provided through this model. First, the
view-object concept combines both the notion of ob-
ject class in programming languages and the database
notion of view (see [25]). The extension of a view-
object is a collection of nested tuples called composite
objects (see Figure 1). Complex units of information
can thus be built and shared across di�erent applica-
tion views. Second, an approach has been developed in
[4] to preserve the information sharing feature when
mapping view-objects into object classes in the pro-
gramming language (see [16] for the description of the
C++ linking). Third, the issue of updating data from
object-oriented programming languages can be han-
dled through the problem of updating view-objects.
We use the approach described in [10, 11, 12, 14] that
extends previous works on relational views. Fourth,
an Object Query Language with an SQL-like syntax
has been proposed in [21, 22] for querying composite
object views from the application layer (e.g., a C++
application). In this paper, we show how we can ben-
e�t from the view-object model to cache nested tuples
independently of any programming languages. Each
application has its own view-object schema and can
access data stored in a view-object cache (see Fig-
ure 2). These data are organized according to the
view-object schema. The view-object cache is within
each application's address space. It provides e�cient
browsing and navigation capabilities among the view-
object instances.

Our second aim is to augment the local reuse of

the cached tuples. With this in mind, we propose to
add another layer in the cache that is shared by the
client applications. The idea is to store at this level
the tuples fetched through queries or tuple faults initi-
ated from any of these applications. The cached tuples
are this way made available for locally instantiating
a view-object whatever the application it belongs to.
The �nal result is then exported to the upper level and
linked to the corresponding view-object. In this paper,
we show that the Structural Model introduced in [24]
allows us to handle this issue e�ectively. The struc-
tural model of a relational database consists of normal-
ized relations and connections (relationships) among
those relations (see Figure 2). Based on this model,
tuples are cached in the form of a network whose links
represent join expressions. The instantiation process
of a view-object in this cache acts as a �lter on the tu-
ples and the links; the resulting instances represent ac-
tually a view over the cache network. Remote access is
minimized because of the network. Figure 2 shows an
overview of the two-level cache. The application layer
contains the applications with heterogeneous schemas.

The execution of queries in the cache requires con-
siderations of the issues of cache completeness and cur-
rency. Cache completeness addresses the question of
whether the desired answer to a query can be obtained
from data present in the cache, without the need for
a network fetch from the database. Cache currency
is concerned with the e�ect of database updates on
locally cached data, that is, whether an update at
the server needs to be propagated to a client cache
to ensure cache consistency. The cache consistency is-
sue in client-server DBMS architectures is examined
in [6, 29, 5, 23]. In [17], we propose predicate-based
descriptions of client caches to handle the two issues
mentioned above for cached objects not identi�ed by
logical or physical identi�ers. Predicates are obtained
from WHERE clauses of SELECT-FROM-WHERE
statements.

This paper is organized as follows. In Sections 2
and 3, we present respectively the Structural Model
and the view-object model. The lower and the upper
levels of the client cache are described in Sections 4
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and 5 respectively. In Section 6, we show the advan-
tages of using separated address spaces for each appli-
cation and another address space shared by the client
applications. We then present our conclusions.

The Structural Model, the view-object model and
the C++ binding have been implemented in the Pen-
guin system (see [1, 2, 4, 16, 19, 21, 22, 27, 28]).

2 Structural Model

We use a directed-graph representation of the struc-
tural model of a relational database, where nodes cor-
respond to normalized relations and arcs to connec-
tions (see Figure 3(A)). Three types of connections are
de�ned in the Structural Model. The ownership con-
nection (|�) is a one-to-many relationship connecting
a single parent tuple to zero or more child tuples de-
pendent on the parent tuple. For example, the list of
job skills of an employee is owned by the record of that
employee. The reference connection (!) is a many-
to-one relationship from an entity set to an abstract
entity set. For example, a course references the de-
partment o�ering that course. The subset connection
(|�) is a partial one-to-one relationship connecting
a parent superset relation to a child subset relation.
The IS-A relationship can be modeled by a subset con-

nection from the parent to the child. The semantics
in the structural model is used to avoid problems of
updating databases through object views. Syntactic
and integrity rules for each of these connections are
detailed in [1, 3].

3 View-Object Model

A view-object represents a portion of the structural
model hierarchically. The hierarchical structure is de-
�ned by a template tree whose nodes represent rela-
tions from the structural model, on which projections
can be de�ned. The relations are composed through
relational joins. Figure 3(C) shows an example of a
template tree whose pivot relation is Course and that
contains the nested relations Department, Grade, and
Student. Figure 3(B) shows the candidate tree from
which the designer builds the template tree. The tem-
plate tree is rooted on the same relation Course, its
nodes are any subset of the candidate tree's nodes,
and its arcs are paths of length 1 or greater from the
pivot relation to those nodes in the original candidate
tree. An algorithm has been developed in [1] for the
computation of a unique candidate tree rooted on a
given relation.

An instance of a view-object is a composite object
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generated from the outer join of the tuples of the corre-
sponding relations. These tuples are nested according
to the template tree. The primary key of the pivot
relation permits any given instance of the view-object
to be uniquely identi�ed. The necessary joins and pro-
jections de�ne the data-access function (DAF) for the
view-object; they are only dependent of the object
structure. It is possible that atomic attributes are
either missing (e.g., the key attributes for the pivot
relation) or redundant, or that relations not chosen
by the designer are necessary to compute join expres-
sions. Thus, a recomputation of the DAF information
can be necessary. Using the DAF, a view-object has
information for creating a SELECT-FROM-WHERE
block of an SQL query at instantiation time.

A view-object is also de�ned by a set of references
to other view-objects whose primary key is included
in the source view-object. References enable the user
to de�ne PART-OF graphs of view-objects convenient
for one application. Figure 2 shows a PART-OF graph
for application 1 where CourObj, DeptObj, and Peo-
pleObj correspond to the nodes and the arrows rep-
resent the accesses allowed among the view-objects.
The user can navigate to DeptObj from a tuple of the
department in CourObj. Indeed, Figure 1 shows that
CourObj contains subtuples of the department, and
includes the primary key of DeptObj.

4 Network Cache

A global schema based on the Structural Model de-
�nes a unique logical organization for data shared by
di�erent applications views. The lower level of the
cache uses the structural model. Cached tuples are
stored by relation, with arcs connecting the tuples
across relations based on the connections in which
their relations participate. The possible connections
are ownership, reference, and subset, all of which are
variations of foreign key to primary key joins. In
this section, we show how the network model brings

e�ective solutions for e�ciently caching data shared
by client applications and locally instantiating view-
objects.

4.1 Network of Cached Tuples

Conceptually, the nodes of the cache network rep-
resent cached relations and arcs stand for connections
between relations. Links among tuples of cached re-
lations can be seen as particular instances of connec-
tions de�ned in the structural model. Contrary to
approaches that use the notion of oid to construct
graph-structured objects (see [9]), we use for this pur-
pose the concepts of primary and foreign keys that
allow the client to capture and manage bidirectional
links among tuples stored in the cache. These links
are based on the commonality of values of two subsets
of attributes X1 of R1 and X2 of R2, for the relations
R1 and R2 being connected. X1 and X2 have identical
number of attributes and domains. Since we consider
three types of connections, we have the following sit-
uations:

1. Ownership connection; R1 owns R2. X1 is the
key of R1 and X2 is included in the key of R2.
More precisely, X2 represents a foreign key whose
values match X1 values. To one value of X1 may
thus correspond several tuples of R2.

2. Reference connection; R1 refers to R2. X2 is the
primary key of R2 and X1 is included in the key
or the non-key attributes of R1. In this case, X1

represents a foreign key whose values match X2

values. Consequently, to one value of X2 may
correspond several tuples of R1.

3. Subset connection; R2 is a subset of R1. X1 and
X2 are respectively the key of R1 and R2, and to
one tuple of R2 corresponds one tuple of R1.

The tuples of a relation can also be linked according
to the value of the foreign key(s) they contain. These
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links are called foreign key links. Let us consider tuples
of the relation Course as shown in Figure 4. Since
these tuples contain two di�erent values for the foreign
key dept, that are CS andMath, they can be separated
into two tuple lists based on these values.

A one-to-many connection (ownership or inverse
reference connections) from R1 to R2 represents a set
of potential parent-child links between tuples of R1

and R2. If we only represent parent-to-�rst-child link
and last-child-to-parent link, then we can use foreign
key links based on the values of X1 to retrieve the cor-
rect list ofR2 tuples whoseX2 values matchX1 values.
We can thus use X1 values to form rings (see Chap-
ters 6 and 7 of [26]) connecting each tuple of R1 to the
tuples of R2 that it owns (ownership connection) or,
that reference it (inverse reference connection). Since
a same relation R can be at the origin of many many-
to-one connections (inverse ownership and reference
connections), it can contain several foreign keys refer-
ring to the key attributes of the connected relations.
Consequently, tuples of a relation can be involved in
many rings depending on a same foreign key or on
di�erent foreign keys. For example, Grade-tuples are
part of three rings based on the values CS356, Math2
and CS357 of the foreign key course. These tuples are
also involved in four other rings based on the values
56, 57, 90, 98 of the foreign key student.

We use a low-level cache structure based on a ring
network that captures the semantics of the structural
model (see Figure 4). The cached tuples contain all
the attribute values as de�ned in the relations: The
primary and foreign keys of the cached tuples are
needed to build tuple rings and the remaining at-
tributes are potentially useful for any local view-object
instantiation.

4.2 Physical Organization of the Cached
Tuples

We have chosen to use hash tables and hard point-
ers to implement the ring network cache (see Figure 5).
Tuples belonging to the same relation are stored in a
table hashed on the values of the primary key. The use
of these hash tables permits a direct access to cached
tuples according to their primary key values, but it
does not allow range queries. Our approach will work
well with additional indexing structures, such as vari-
ous kinds of trees, that support range queries or other
access methods.

One of our main objectives is to e�ciently im-
plement one-to-many links among cached tuples to
rapidly retrieve the list of tuples of a relation R2 ac-
cording to the key value of a relation R1, R1 and R2

being connected by a one-to-many connection. One
way to achieve this goal is to explicitly build for each
primary key value of R1 the corresponding list of R2-
tuples. Note that these lists do not contain real tu-
ples but rather pointers to the real tuples accessible
from the hash table where they are stored. For ex-
ample, Figure 5 illustrates how tuples of Course are
stored in the hash table of this relation and refer-
enced from the hash table of Department, Department
and Course being connected by an inverse reference
connection (one-to-many cardinality). Following suc-
cessive one-to-many links amounts to following hard
pointers among tuples. For example, Figure 5 shows
that from a particular tuple of Department we can ac-
cess real tuples of Course that in turn give access to
real tuples of Grade.

As for many-to-one links (multiple children for one
parent), we have chosen not to implement them by us-
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ing hard pointers. We simply extract the foreign key
value of the child tuple to retrieve the primary key
value of the parent tuple and consequently the corre-
sponding hash table entry. Note that from one child
tuple we can at most get one tuple of the parent rela-
tion; more exactly one tuple in the case of an inverse
ownership connection; zero or one tuple in the case of
a reference connection.

4.3 Maintenance of the tuple network

Relations in a template tree can be connected by
arcs that represent paths of length greater than 1 in
the structural model. To maintain a tuple network
that matches the structural model, the client may need
to fetch additional attribute values upon instantiation
of a view-object, that is, data not speci�ed in the
DAF information of this view-object (see Section 3).
The SELECT-clause of the query must indeed contain
those attributes that permit links to be established
among the cached tuples according to joins based on
connections. The examples of the Figures 6(B, C)
show that the attribute values of the missing relation
B are needed to establish connections among A-tuples
and C-tuples since A and C do not have common at-
tributes due to the type of the connections between
the relations A, B and C. Note that all the attributes
of the tuples to select will be imported in the network
cache.

The missing relations of a template tree are nodes
of the corresponding candidate tree that do not ap-
pear between the pivot relation and the leaves of the
template tree. These relations and those contained
in the template tree de�ne a subtree of the candidate
tree called complete template tree (see Figure 6). The
execution of a SELECT query on the database yields
in the network cache a collection of tuples to be orga-
nized according to the hierarchy of the complete tem-
plate, redundant tuples being eliminated. The com-
plete template tree provides information about the
type of the connections existing between the relations
involved in the query. Using this information, the
client creates or updates the appropriate tuple lists
(one-to-many links) in the cache. New entries may
have to be created to lead to tuple lists. For exam-
ple, consider the instantiation of the view-object of
Figure 6(C). Suppose that the corresponding query
result is not contained in the network cache. The re-
sulting tuples are instances of relations A, B, C and E.
We need to fetch B-tuples from the database although
B is not contained in the template tree. Indeed, B-
tuples ensure the creation of navigational paths be-
tween A-tuples and C-tuples. Furthermore, since we
want these new tuples to be organized according to the
complete template that matches a portion of the struc-
tural model, we need also to create new entries for the
hash table of the relation D included in the ownership
path that goes from A to E. Entries of this hash table
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will be computed from the resulting E-tuples that con-
tain the primary key values of D-tuples. These entries
will only lead to E-tuple lists.

When storing new tuples in the cache, we have to
be careful that all required links are created to sup-
port future instantiations of view-objects and naviga-
tion among tuples. Consider the previous example and
Figure 6(A). The client may have to create new entries
for the relation F and build or update A-tuple lists.
In e�ect, an A-tuple contains the primary key value
of an F-tuple; we can thus compute the corresponding
entries in the hash table of the relation F and asso-
ciate them with the appropriate A-tuples. The same
goes for the relation S connected to the relation A by
an ownership connection. Note that this process does
not go beyond the relations reachable from F due to
the type of the connection between the relations A and
F. However, it is possible to go beyond the relation S
and associate A-tuples to both Z-tuples and T-tuples
since the primary key of the relation A contains the
primary key of relations S, Z and T. But even in that
case, we do not go beyond the relation S. Indeed, we
do not allow the access of A-tuples from relations Z
and T that are not directly connected to A (the net-
work cache matches this way the structural model).
Subsequent queries can later return in the cache S-
tuples, D-tuples and F-tuples whose entries exist in
the cache, and only lead to tuple lists.

We have discussed the advantages of maintaining a
network cache matching the structural model. This
model avoids the creation and the maintenance of
links representing paths of length greater than 1 in
the structural model. The cost incurred by their cre-
ation can be very high as illustrated in the previous
example. Our approach permits tuples fetched from
queries to be stored in the form of a network so that
data is organized conveniently for view-object instan-
tiation in the cache. This avoids the costly operation
of restructuring the data into the appropriate hierar-
chical form. Furthermore, when the network cache
partially answers a query, we ensure that the appro-
priate links will be created between the cached data
and the new data (the missing data).

5 View-Object Cache

In this section, we show how the network cache
is used for view-object instantiation to �ll the view-
object cache. Browsing links are created among
cached copies of (sub)tuples, and the �nal data struc-
ture is bound to the appropriate view-object. These
copies guarantee that the updates of application in-
stances are visible only in the application views where
they occur, until commit time.

5.1 View-Objects Instantiation in the
Cache

The view-object instantiation starts when all the
required information is stored in the cache, except
possibly when instantiation is a result of object fault-
ing through navigation among view-objects (see Sec-
tion 5.2). Performing the instantiation process in-
volves navigating the network cache and visiting the
relevant nodes in an order that matches a depth-�rst
traversal of the complete tree. First, the tuples of the
view-object's pivot relation are selected. Then, the
access to the remaining tuples can be done through
one-to-many links (hard pointers that lead to tuple
lists), or many-to-one links. Note that in the case of
many-to-one links, foreign key values included in the
current tuples serve to compute the entries of the con-
nected tuples. Otherwise, a one-to-many link leads to
a tuple list and, depending on the predicates of the
query, a more re�ned selection can be done. During
this process, copies of the (sub)tuples of the template's
relations are created and organized by the use of child
links (�rst child links) and/or sibling links (see Fig-
ure 7). A child link (or a sibling link) between two
tuples may correspond to a path of length 1 (any of
the three connections of the structural model or their
inverse) or greater than 1. Access from children to par-
ent tuples is ensured by parent links. In case of own-
ership or inverse reference connections (one-to-many
cardinality), the parent tuple can own multiple child
tuples, or can be referenced by more than one refer-
encing child tuple. A next link is used to group tuples
of a same relation (template's node) having the same
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parent tuple. A tuple can therefore lead to di�erent
sets of tuples through child and sibling links.

5.2 Browsing and Navigation

At the application layer, each client application ac-
cesses the data stored in its own view-object cache.
Objects contain pointers to the cached data. The
choice of the pointers at this layer avoids the prob-
lem of propagating updates to the view-object cache
and vice-versa. The links among the (sub)tuples of
the template's nodes allow an e�cient browsing oper-
ation over the instances of a view-object. Navigation
among view-objects is based on PART-OF graphs (see
Section 3). Navigation among view-objects is similar
to navigation in the structural model. We have cho-
sen to dynamically implement the navigational capa-
bility. Remember that the origin of a reference link
is a view-object !1 whose template tree contains a
relation R that serves as a pivot relation for the ref-
erenced view-object !2. As a result, for a particular
node's instance value in the referencing view-object,
we can retrieve the corresponding instances attached
to the referenced view-object and present them to the
user according to their nested pattern. The user may
wish to select one or several instances of !1 to retrieve
the corresponding instances of !2. R-tuples selected
in !1 are the starting points of a navigation in the
network cache, the aim being to reach the remaining
tuples so as to build the proper instances of !2. To do
that, a �rst solution is to ensure that the cache con-
tains the required information, eventually fetch the
missing information through a query, and then per-

form the instantiation process in the cache. Another
solution is to follow links in the network cache until
a tuple fault (i.e., a cache miss) occurs. In this case,
the cache description as introduced in [17] will permit
the client to know which part of the data has to be
fetched from the database. We have chosen this last
solution because it avoids the cost of a useless scan of
the cache description.

6 Architectural Issues of the Two-
Level Caching

We propose an architecture where each application
has its own private address space including its own
view-object cache. This cache contains copies of data
stored in the network cache, which is shared by all ap-
plications running on the same workstation. Browsing
and navigation are performed directly in the applica-
tion's address space where the information is orga-
nized according to the data structures de�ned by the
object schema of the application. Modi�cation oper-
ations remain visible only in view-object cache until
commit time. At commit time, the network cache is
updated and other applications sharing the data need
to be noti�ed. The update of a client network cache
may make the associated view-object caches inconsis-
tent. Consistency of the levels of the two-level cache
and of the various clients and server are beyond the
scope of this paper. However, we have developed al-
gorithms for this problem in our ongoing work.

The network cache is part of a separated address
space that contains data fetched through queries initi-
ated by the various applications. These data are orga-



nized into a network matching the structural model.
Navigation based on this network is performed upon
view-object instantiation. Since the client applications
may request overlapping sets of data, we can expect
to augment the potential re-use of data stored in the
network cache and minimize remote access. Copies
of some of these data are transferred to an applica-
tion's address space upon view-object instantiation,
or when update propagations are performed to en-
sure the view-object cache consistency. But transfer
of data from a view-object cache to the network cache
is only done at transaction commit. Therefore, the
network cache cannot be corrupted by programming
errors in applications. The application's address space
and the address space shared by all client applications
are illustrated in Figure 2.

7 Conclusions

In this paper, we have proposed a two-level
client-side cache for applications with heterogeneous
schemas sharing data stored in a relational database.
E�ective browsing and navigation operations over
nested tuples are possible in the address spaces de�ned
by the upper level of the cache that are application
dependent. Indeed, in each of these address spaces,
data are organized di�erently according to the access
needs of the application speci�ed in the view-object
schema. Tuples fetched from queries initiated from
any client applications are stored in the lower level of
the cache and organized into a minimal network based
on the structural model (i.e. only links representing
paths of length 1 in the structural model are created).
With this schema, remote access can be minimized
since cached data can be reused across several client
applications in the address space de�ned by the net-
work cache. Also, the cost of restructuring tuples into
a view-object template is minimal since composite ob-
jects represent hierarchical views of the tuple network.
Moreover, we have shown that the navigation in the
network cache can be done without checking �rst that
the full result is cached. In the worst case, a cache
miss occurs and requires access to the missing infor-
mation on the underlying database. Future work will
aim at proving the feasibility of this approach through
an experimental study of the two-level caching schema
using the client cache description introduced in [17].
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