Abstract:


  We propose research to deal with the problem of scalability in large-scale knowledge bases.  The statement that `Knowledge is power’ is commonly accepted, as is its corollary, that more encoded knowledge should make knowledge should make computing systems more powerful. However, it has been difficult to establish and maintain truly large knowledge bases. More powerful computers and better processing algorithms will help in that direction, but we believe strongly that a complementary approach, supporting disciplined manipulation of knowledge resources will be essential to achieve 1.) Correctness 2.} Depth, 3.) Maintainability, 4.) Effective use and reuse, and 5) Scalability, of knowledge resources. By being able to assign development and maintenance responsibility of manageable chunks to responsible experts the first three elements of that objective can be achieved.  We propose to develop and demonstrate tools, based on an `Ontology Algebra’, to support composition and articulation among distinctly maintained knowledge bases to achieve effective use, reuse, and scalability.





The Ontology Algebra will allow combining distinct knowledge resource bases into application-specific knowledge bases.  The operations will be more disciplined than simply merging the resources, and involve matching, transforming, and intersecting the resources to achieve the desired application-specific results. The application knowledge-bases will hence be typically smaller than the union of their resources, but be able to more effective and more economic to process.


 


The Ontology Algebra will be knowledge driven itself, a necessary feature to deal with the complexities and inconsistencies that arise when distinct knowledge resources are merged [Wiederhold:91].  We observe that in the past the database field was able to make progress once an algebra over data had been defined [Codd:1970]. We also observe that partitioning was necessary to make progress with CYC [GuhaL:xx], although that knowledge base is still partially integrated and does not possess a formal basis for operations that deal with its partitions in respect to its entirety. 





Problems to be addressed when joining knowledge bases are differences in representations, structure, and semantics.  May of these differences are legitimate, and imposing top-down standards would disconnect contributors from their interests and productive approaches.  The knowledge that will drive the Ontology Algebra is hence limited to rules that enable articulation, that is linking disjoint knowledge resources, and interoperation, that is processing information based on the articulated knowledge.





Problems to be addressed:





Representaion





2. Naming items differently. This is common, but also the easiest


inconsistency to resolve.  Examples are the employees are named in 


the {\tt payroll} domain {\tt EMP} and in the {\tt personnel} domain


{\tt PEOPLE}.  A simple table can be used to support the desired match.





3. Scope differences are much more insidious, and have to be


determined by content analysis.  The {\tt personnel} domain my include 


assignees from other institutions, who are not listed in {\tt payroll}.


The {\tt Payroll} may include support for student benefits for 


employee's children, but those children are, appropriately, not in 


{\tt personnel}. Resolution requires establishing, validating, and 


processing of rules.  These rules can refer to variables in the domain 


that are not basic to the domain intersection.





4. Encoding differences of values are common as well. especially 


in dates and identifiers, say {\tt ssn} with or without hyphens. 


Here rules have to be introduced as well, but when encodings are 


irregular, for instance {\tt stock-codes}, tables have to be introduced.


Tables dealing with instances require ongoing maintenance, but practical 


interoperation provides feedback which eventually will encourage 


coherence among domains.





5. Attribute scopes are often subjective. The term {\tt hot} has a 


different meaning in the {\tt weather} domain than the {\truck-engine} 


or {\tt truck-cargo} domains.  If {\tt hot weather} can effect the 


{\tt truck-engine} expert knowledge is needed to make the linkage.





Approach





No central organization can resolve all these differences, 


they require knowledge about the source domains and their intersection.














 


